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. dnusnyeckoe ycTpoUCTBO U MOAESb

. YCTpOUCTBO BUPTYaNlbHOU MNaMATWU

. Tabnuubl TpaHcnauunm (page tables)

. TpaHCcnAunMa BUPTYanbHbIX afpecoB

. Huge pages

. MexaHn3sMbl BUpTYyasbHOW MamMATWU Ha annapaTHOM YPOBHE
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Linux transparent huge pages (THP)

When a program accesses memory, the CPU needs to translate the virtual memory addresses it uses into physical memory addresses that refer to the data it
was trying to access. To do this, the CPU consults the "page table," a data structure that represents the mapping from virtual to physical memory, managed by
the operating system. Each entry in the page table represents an indivisible block of physical memory called a page, hence the name.

Transparent huge pages (THP) is a Linux feature that transparently replaces pages of physical memory backing contiguous virtual memory regions with bigger
blocks of memory called huge pages. By using bigger blocks, fewer page table entries are needed to represent the same memory region, improving page table
lookup times. However, bigger blocks mean more waste if only a small part of the huge page is used by the system.

https://tip.golang.org/doc/gc-guide#Linux_transparent_huge_pages
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A note about virtual memory

This guide has largely focused on the physical memory use of the GC, but a question that comes up regularly is what exactly that means and how it compares to
virtual memory (typically presented in programs like top as "VSS").

Physical memory is memory housed in the actual physical RAM chip in most computers. Virtual memory is an abstraction over physical memory provided by the

operating system to isolate programs from one another. It's also typically acceptable for programs to reserve virtual address space that doesn't map to any
physical addresses at all.

Because virtual memory is just a mapping maintained by the operating system, it is typically very cheap to make large virtual memory reservations
that don't map to physical memory.

The Go runtime generally relies upon this view of the cost of virtual memory in a few ways:

https://tip.golang.org/doc/gc-guide#Linux_transparent_huge_pages
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18.4.5. Linux Huge Pages

Using huge pages reduces overhead when using large contiguous chunks of memory, as PostgreSQL does, particularly when using large values of shared_buffers. To use this feature in PostgreSQL you need a kernel with
CONFIG HUGETLBFS=y and CONFIG HUGETLB PAGE=y.You will also have to configure the operating system to provide enough huge pages of the desired size. The runtime-computed parameter

shared_memory_size_in_huge_pages reports the number of huge pages required. This parameter can be viewed before starting the server with a postgres command like:

$ postgres -D $PGDATA -C shared memory size in huge pages
3170

$ grep “Hugepagesize /proc/meminfo

Hugepagesize: 2048 kB

$ 1ls [/sys/kernel/mm/hugepages

hugepages-1048576kB hugepages-2048kB
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Bce ocnoxHseTcAa (U3NYECKUM YCTPOUCTBOM
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Figure 3-1: UMA and NUMA systems.
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Memory Hierarhy Design

Increase in cost per bit
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I/ICTOPI/IHECKVIE CTAHOAPTDI

1. FPM DRAM (Hayano 90-x)

. EDO DRAM (nepBasa nonoBuHa 90-Xx)

. BEDO DRAM (nmepBasi nonoBuHa 90-x)

. SDRAM (BTOpas nosioBMHa 90-X, + CUHXPOHM3AUUS C TaAKTOBbIM CUICHAJIOM)
. DDR (1998)

. DDR2 (2003)
. DDR3 (2607)
. DDR4 (2014)
. DDR5 (2020)
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OlNEPATV/IBHASA NAMATD
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A6CTpaKTHO MHOEKC S4YeUKM Ha3bBaeTcAa agpecom. Moauoukauus
OOCTYMNHA TOJIbKO LENON AYEeNKU, TO €CTb OTAeSibHble OUTbHl He
MOIrYT 6blTb WU3MEHEHDI.

"OMHVIM, YTO MNMamATb OOBIYHO YMTAETCH KU JNINMHUAMM
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BI/IPTYAJIbHAA NAMATD

Ha camom pene agpec, KOTOpPbLIM MporpaMmMa MUCMONb3yeT Npu AOCTYyMNe K NaMATU, MPaKTUYeCKM

BCerjga He paBeH HacTosduemMy ¢(u3n4eckKomy agpecy.

Agpec, KOTOpbiM BUOMT MNporpamma, HasbiBaeTCA BUPTYasSibHbIM afpeCcoM.

OnepauMoHHas cCUCTEMa MUCMONIb3yeT MeXaHW3Mm, KoTopbi npepocTtaBnseT CPU, 4ToO6b

HacTpaMBaTb MNpaBuila Nepesofa BUPTYyaNlbHOro agpeca B (U3NYECKUM. ITOT npouecc

Ha3biBaeTCcA paging



BI/IPTYAJIbHAA INAMATD

1. JlaeT BO3MOXHOCTb W30JMpOBaTb MpoLuecch Apyr oT apyra,
obecneymBad 6e30MacHOCTb



BI/IPTYAJIbHAA INAMATD

1. JlaeT BO3MOXHOCTb W30JMpOBaTb MpoLuecch Apyr oT apyra,
obecneymBad 6e30MacHOCTb

2. laeT BO3MOXHOCTb Mepencrnosib3oBaTb nMamaTb. Hanpumep,
nepencrnosib3oBaTb KOJ AUHAMUYECKUX OUOINOTEK



BI/IPTYAJIbHAA INAMATD

1. JlaeT BO3MOXHOCTb W30JMpOBaTb MpoLuecch Apyr oT apyra,
obecrneymBaa 6e30MnacHOCTb

2. laeT BO3MOXHOCTb Mepenucnosib3oBaTb MaMATb, KOTOpasa COOEPXUT

MalWlMHHbIE MHCTPYKUMKM. Hanpumep, nepenmcnonb3oBaTb KoA
ONHAMUYEeCKUX o6menunoTtek

3. CospmaeT onAa npoueccoB BUOMMOCTb BliafeHUa BCEW ornepaTUBHOM
namaTblo, WU Oaxe 60NbWUM KOSIMYECTBOM, 4YEeM eCTb Ha CaMOM
nene QU3NYeCcKwM
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BI/IPTYAJIbHAA NAMATD

Process #1: Process #2:

4K 4K 4K 4K 4K 4K 4K .. 4K 4K 4K 4K 4K 4K 4K 4K L 4K

' v

Physical memory:

Paging Bkw4aeT B cebs rpynnuMpoBKY BCeX agpecoB (KakK BUPTYallbHbiIX, TaK U (U3NYECKUX)

B rpynnbl no 4KB (16KB, 64KB). Takue rpynmnbl Ha3biBalwTCA cTpaHuuamm (pages)
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BI/IPTYAJIbHAA NAMATD

import (
"fmt"
1o "
)

func main() {
fmt.Println(os.Getpagesize()) // 16384 ~ 16KB

}
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PEAJIW/ISAL/IA OAHOYPOBHEBDbIX

Virtual page number Page offset

physical page number
09x00000

0x00001 0x0003

Page Table Ox00002 Ox0004

0x00003 | 0x0006

OxFFFFF

Physical Address

Physical page number Page offset
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PEAJIW/ISAL/IA OAHOYPOBHEBDbIX

Virtual Address

Physical Page

Physical Address B yem npobnema oOHOYPOBHEBbIX?

Page Directory

Directory Entry .
S
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PEAJIW/ISAL/IA OAHOYPOBHEBDbIX

Virtual page number Page offset AddreSS space (32_b1-t SyStem):

4GB ~ 2720 pages (4KB)

physical page number
gxgggg? 2720 * 4B == 4MB per process
X
Page Table Ox00002 Ox0004

2x09603 OX0006

OxFFFFF

Physical Address

Physical page number Page offset



PEAJIW/ISALUIA MIHOITOYPOBHEBDIX

Virtual Address

Level 4 Index L.evel 3 Index Level 2 Index Level | Index Oftset

]

Physical Page

Physical Address
Level 1 Directory
Level 2 Directory
Level 3 Directory

Level 4 Directory .
Level ]l Enry —»

| , e
—» level 3Enry —»

—» lLeveldEnry —»
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PEAJIW/ISALUIA MIHOITOYPOBHEBDIX

Pointer to root node (CR3)

Virtual address 21

63 39 30 12 0

l -

1. Root xpaHuTCA B cneuvasbHOM
pernctpe (CR3)

2. Ecnn kakon-nmnéo directory

I _l entry nycTtom, TO MOXHO He

512 items

XpPaHUTb OUpPEeKTopuUn bonee

I HU3KOrO YPOBHSA

Physical memory:
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PEAJIW/ISALUIA MIHOITOYPOBHEBDIX

Virtual address 21 Pointer to root node (CR3)

63 39 30 12 0

3-levels (39 bits virtual):
209 * 2hAQ * 2AQ9 * 2712 = 512GB

4-1levels (48 bits virtual)

512 items (2A9)A4 * 2012 = 262_144 GB

I 5-1levels (57 bits virtual)

Physical memory:
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PEAJIW/ISALUIA MIHOITOYPOBHEBDIX

I-!'U.:?UIIII-F'-.J " e e B B T e

clflush size . 64
cache_alignment : 64

address sizes : 40 bits physical, 57 bits virtual
power management:

cat /proc/cpuinfo
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PEAJIW/ISALUIA MIHOITOYPOBHEBDIX

4039 32|31 24123 16|15

I

P4 table
P3 table

P2 table
P1 table

P4 entry

CRa3 register
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ACCESS BITS

Page-Table Entry (4-KByte Page)
12 11 9 8 7

6 54 3 2 °
- PIP|UIR
FPage Base Address Avall f? AlC N
[} S W
Available for system programmer’'s use \
Global Page

Page Table Attribute Index
Dirty

Accessed

Cache Disabled
Write-Through
User/Supervisor

Read/\Write
Present




HUGE PAGES
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HUGE PAGES

63 Virtual address Pointer to root node (CR3)

39 30 21 12 0

IINNERNRCE

...I !...I
—

512 items

Physical memory:



TAGGED POINTERS



Balun.Courses

PEAJIW/ISALUIA MIHOITOYPOBHEBDIX

Virtual address 21 Pointer to root node (CR3)

63 39 30 12 0

3-levels (39 bits virtual):
209 * 2hAQ * 2AQ9 * 2712 = 512GB

4-1levels (48 bits virtual)

512 items (2A9)A4 * 2012 = 262_144 GB

I 5-1levels (57 bits virtual)

Physical memory:
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AMMAPATHDbII/I YPOBEHb, MU

@OAPPLE'S6

Motorola 68616 MMU Apple HMMU
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AMMNAPATHDII/1 YPOBEHb, MIMIU, TLB

Casing nysical address #1 CPU CHECKS

CPU READS PAGE
TLB

. FRONM DISK
nysical address #2
nysica address #3 ACTIVATE I/O

PAGE TABLE HARDWARE
EMTRY IN TLB?

virtual address

FAGE TRAMSFERRED FROM
MO DEK TO BMEMORY

ACCESS PAGE
TABLE

PAGE IR
AN PERFORM PAGE

physical address REPLACEMENT

YES

b UPDATE TLE PAGE TABLES
us LUFDATED

CPU: Central Processing Unit
MMU: Memory Management Unit PAYSICAL ADDRESS
TLB: Translation lookaside buffer

CPU GEMERATES
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